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Abstract
This expose documents the current state of my thesis project after a change in direction from a purely physical loudspeaker installation toward an interactive binaural auralisation prototype. The project still comes from the same interest as last semester: movement through a field of simple sine tones and the perceptual changes created by their relationships. The difference is that the current semester focused on building a controlled, repeatable technical baseline before returning to the real room.
The working system calculates source-listener distance, azimuth, elevation, free-field level attenuation and time of flight for several sine sources. These values are sent through OSC to REAPER, where mcfx and IEM plug-ins generate, control and render the audio binaurally. The current prototype is not presented as a full simulation of the CUBE or any complete acoustic space. It is an auralisation of direct sound: a controlled reference condition that can later be compared with real loudspeaker measurements and listening situations.


1. From the Previous Concept to the Current Direction
Last semester, the project was framed as Physical Sound Superposition. The idea was to place several loudspeakers in a room, each playing simple sine tones, and to let the listener walk through the physical interference field. The artistic interest was direct and still important to me: the room itself becomes part of the sound design, and the listener does not only hear a composition but moves through it.
During this semester the project changed. Initially, we aimed for a different system and purpose, but as the project evolved and I made progress, several practical decisions had to be made. In discussion with my professor, the focus shifted from immediately building the physical installation to first creating a binaural auralisation system. This change was not a rejection of the original idea. It was a way to build a controlled reference before comparing it with a real room.
My professor explained the auralisation approach in detail and also gave me drawings on paper that showed how the system should be structured. That was very useful because it made the technical task more concrete. Instead of thinking only about “a room with loudspeakers”, I started to think in terms of source positions, listener movement, calculated distance, level, delay and direction.
The current research therefore sits between two stages. The first stage is the idealised, controllable direct-sound auralisation. The next stage will be the physical CUBE situation, where the same or similar source layouts can be tested with real loudspeakers and measured room behaviour.
Main research direction
The central question is no longer whether the computer can fully simulate the real room. A more careful question is: How can an interactive binaural auralisation help compare ideal direct-sound behaviour with a real multi-loudspeaker room?


2. Development Process and Interface Decisions
The development process was not linear. I first tried to create the interface in Pure Data because it was close to my previous sound-design workflow. However, the visual and animation side quickly became a limitation. I wanted the listener to move, see positions change and feel some kind of spatial relation to the sources. Pure Data was not comfortable enough for that, so I stopped using it for the GUI.
After that I tried Max/MSP. It was better than expected and gave me more control, but it still did not quite meet my personal expectations for the movement-based interaction I wanted. In my second meeting with my professor, he suggested using Python. I already had some basic Python knowledge, so I started building the system there and used the project as a way to learn more.
The first working version was made with PyGame. At that stage the GUI was simple: it sent x and y values of the listener to the calculation script. These values were used to calculate the relationship between listener and sources, and the resulting parameters were sent to REAPER and the IEM plug-ins. That was the first moment where the system actually worked as an interactive prototype.
Later, another important change came from professor feedback. Instead of playing pre-existing sound tracks from REAPER, he suggested using plug-ins that generate the sound directly. He also asked for more detailed, semi-controllable parameters and a more user-friendly GUI. This led to the second GUI version, which is currently the strongest interface version of the project. It allows room selection, source count selection, custom source placement, presets and live listener movement.
While developing the PyGame interface, I also noticed that the first-person controller I built had something in common with old FPS games such as Doom. This led me into a side project: I made a small Doom-like game, later moved it to Godot, and continued developing it into a playable demo with its own sound-design direction. This is not the thesis project, but it influenced how I think about movement, perspective and interaction. I may still find a connection between the game and the thesis later, but for now the thesis remains focused on direct-sound auralisation and physical comparison.
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Figure 1. GUI setup screen for room selection, source layout and editable source positions.


3. Current Technical System
The current prototype is built around a simple but clear signal chain. The GUI defines the room, source layout and listener movement. A direct-sound calculation stage computes the parameters for each active source. OSC messages then send these values into REAPER and the spatial audio plug-ins. The final result is heard over headphones through binaural rendering.
	Component
	Function in the current prototype

	GUI / PyGame interface
	Controls room size, source count, source positions, listener position and listener yaw.

	room_model.py
	Calculates source-listener distance, azimuth, elevation, direct-sound level and time of flight.

	OSC sender
	Sends calculated values to REAPER, IEM MultiEncoder, IEM SceneRotator and mcfx parameters.

	REAPER + mcfx
	Generates sine tones and applies gain and time-of-flight delay per source.

	IEM plug-ins
	Encode source directions, rotate the scene according to head/listener yaw and decode to binaural headphone output.


Each source track in REAPER uses a practical plug-in chain: mcfx gain/delay A, a smoothed delay stage, mcfx gain/delay B and routing into the Ambisonic bus. The first mcfx stage generates the sine tone and applies the first part of the level control. The second gain stage is used when the requested attenuation is beyond the direct range of one mcfx gain stage. For example, a calculated attenuation of -26 dB is split into -18 dB in stage A and -8 dB in stage B. This is not an artistic effect; it is a technical solution that allows the calculated direct-sound level to reach the actual playback chain.
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Figure 2. REAPER signal-chain overview: mcfx gain/delay stages feeding the IEM Ambisonic bus.
The sine frequencies are close but not identical: 440, 444, 448 Hz and so on. This keeps the connection to the original superposition idea, because multiple active sources can create beating and level fluctuations when heard together.


4. Direct-Sound Model
The model is intentionally limited. It does not solve the full acoustic behaviour of a room. It only calculates the ideal direct path between each source and the listener. This is important for the academic framing of the project: I should not claim that the system simulates a real room. It is more accurate to call it an interactive direct-sound auralisation or reference model.
Distance
For every active source, the system calculates the difference between source and listener position on the x, y and z axes. These differences are dx, dy and dz. The straight-line source-listener distance is then calculated from these three values. This is the basic geometric part of the model.
Level
The level model follows free-field pressure attenuation. In practical terms, pressure is proportional to 1/r, so each doubling of distance reduces the level by about 6.02 dB. The system uses 1 m as the reference distance. This means that the level values are relative to 1 m; they are not absolute SPL values.
There is also a practical 1 m clamp. Below 1 m, the system does not increase the level further. This avoids unrealistic or unsafe gain close to an idealised point source. At the same time, it is a limitation: if the goal were to model a very small studio or very close source-listener distances, this clamp would need to be reconsidered.
Time of flight and direction
The delay value is based on time of flight: the distance divided by the speed of sound. Farther sources arrive later. The direction values are sent as azimuth and elevation. In the current mapping, the front direction is 0 degrees, left is positive azimuth and right is negative azimuth. Listener yaw is not added to the source azimuth; instead, head/listener rotation is sent separately to the IEM SceneRotator. This separation prevents the source direction from being rotated twice.


5. Feedback, Corrections and Current Framing
The second presentation was useful because it showed which parts of the project were technically working and which parts were still unclear in the way I explained them. Several corrections came from professor feedback and changed the language of the project.
The word simulation was too strong. The system is now framed as a direct-sound auralisation or controlled reference model.
“Room model” was misleading because the prototype does not model reflections, reverberation or complete room acoustics. The calculation is based on source-listener geometry and direct sound.
Propagation delay was replaced by the more precise term time of flight, when referring to the travel time of sound from source to listener.
The formulas were clarified. dx, dy and dz are now explained as source-listener differences on the three axes, and the formulas are meant to be shown with the PowerPoint equation editor rather than as plain text.
The coordinate drawing was revised. It should not be presented as a universal coordinate convention. It is a plug-in angle mapping used for sending source direction to the MultiEncoder.
Weak theoretical statements such as distance-dependent HRTF changes, air absorption as a central limitation, or temperature-based delay without showing the temperature formula were removed or reframed.
This feedback helped define the project more honestly. The current prototype is not pretending to be a complete physical simulation. It is a controlled listening and testing baseline. The interesting research step is what happens when this baseline is compared with real loudspeakers in the CUBE.


6. Next Semester: Physical Comparison in the CUBE
The next research step is to bring the project back to the physical room. The auralisation gives me an idealised direct-sound condition: known source positions, known frequencies, calculated level attenuation and calculated time of flight. The CUBE will add the things that are deliberately missing from the current model: reflections, reverberation, room response, source directivity, diffraction, occlusion effects and real listener perception.
The comparison does not need to prove that one version is “better”. The goal is to understand what changes when the same basic source layout moves from the controlled auralisation into a physical multi-loudspeaker environment. The question becomes perceptual and practical: what does the real room add, and which parts of the ideal direct-sound model remain useful?
Planned steps
Recreate selected source layouts from the auralisation in the CUBE using real loudspeakers.
Use the same or comparable sine-tone frequency sets, such as 440 Hz, 444 Hz, 448 Hz and related intervals.
Measure or document selected physical responses, especially level behaviour and direct-arrival timing where possible.
Observe room-dependent changes such as reflections, modal behaviour, interference and perceptual instability.
Prepare a listening-test method that focuses on movement, localisation, beating and perceived spatial stability.
This part will also help decide whether the project remains primarily a thesis about auralisation and physical comparison, or whether it can connect to the movement/game-interface work that developed in parallel. For now, the safest and clearest thesis direction is the comparison between controlled direct sound and real room behaviour.


7. Expected Outcome and References
The expected outcome is a working research prototype, a documented technical system and a physical comparison plan for the CUBE. The prototype should allow a listener to move through a virtual source layout and hear changes in level, time of flight and direction over headphones. It should also make multiple sine sources audible in a way that keeps the connection to the original idea of physical sound superposition.
The thesis outcome will not be a claim that the real room has been fully simulated. Instead, the thesis should describe how a controlled direct-sound auralisation can be built, what it can show clearly, where it reaches its limits, and how those limits become visible when compared with a real loudspeaker room. In this sense, the project still treats space as a sound-design tool, but now with a more careful research structure.
Working research questions
How can an interactive binaural auralisation represent the direct-sound behaviour of multiple sine-tone sources?
Which perceptual changes can be controlled through source position, distance-based level, time of flight and listener movement?
What changes when the same source layout is reproduced with physical loudspeakers in the CUBE?
Selected references and tools
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